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Abstract. Various eﬀorts have been made to quantify scientiﬁc impact
and identify the mechanisms that inﬂuence its future evolution. The
ﬁrst step is the identiﬁcation of what constitutes scholarly impact and
how it is measured. In this direction, various approaches focus on future
citation count or h-index prediction at author or publication level, on
ﬁtting the distribution of citation accumulation or accurately identifying
award winners, upcoming hot research topics or academic rising stars.
A plethora of features have been contemplated as possible inﬂuential
factors and assorted machine-learning methodologies have been adopted
to ensure timely and accurate estimations. Here, we provide an overview
of the ﬁeld challenges, as well as a taxonomy of the existing approaches
to identify the open issues that are yet to be addressed.
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Introduction

With the extensive recording of scientiﬁc progress on the Web and the emergence
of large scale open source as well as proprietary databases of bibliographic data
(Google Scholar, Web of Science, Scopus, etc.), the quantiﬁcation and evaluation
of scientiﬁc impact, the “science of science” [2], has attracted signiﬁcant attention. In particular, research institutions, universities and even countries have
been adopting research policies that emphasize “excellence” and “impact”. In
this direction, rigorous eﬀorts have been made to extract meaningful and actionable information from the abundance of bibliometric data to produce rankings,
aid decision making and assist peer review. This is evident by the plethora of
bibliometric indices that have been proposed in the past decade, since the seminal paper by Hirsch introducing the h-index [13], and all attempts to quantify
diﬀerent aspects of scientiﬁc impact [39]. The high level of correlation amongst
the majority of these indices has been extensively investigated [4,32]. However,
the focus is now turning towards the quantiﬁcation of future impact and rising
inﬂuence, instead of measuring existing output in diﬀerent ways.
In his preliminary work, Price deduces that current visibility, publishing
venue and age highly inﬂuence a publication’s future outreach [35]. In today’s fast
paced, ever growing and interdisciplinary research world what determines future
inﬂuence? Is it possible to provide early estimation using current data? These are
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intriguing questions for all stakeholders of the scientiﬁc community, from individual scholars to publishers and from funding agencies to hiring committees,
as current decisions on tenure, grand allocation and publishing are based on an
inherent estimation of future evolution. Identiﬁcation of future trends, advancing topics and trend shapers or inﬂuentials in the science world are examples
of eﬃcient utilization of predictive analytics and, therefore, they are attracting attention from both public and private sector, with the number of related
publications rising every year. Thompson Reuters, a game changer corporation
in publishing, has created the InCite platform (https://incites.thomsonreuters.
com) for mapping and ranking scientists and their output, as well as identifying
“hot” publications or up and coming research avenues. In any case, eﬃcient and
meaningful approximation of future trends can provide invaluable tools to stakeholders of the scientiﬁc world, to better coordinate research endeavors, utilize
funds and create connections that will improve visibility and productivity.
Hitherto, due to diﬃculties in obtaining reliable and abundant data, the scientiﬁc community was largely reliant on judgement of experts to evaluate future
potential of a publication or a scholar. However, with the increasing data availability and advances in big data mining, the need for computerised support in
decision making has come up, given that peer review can prove to be costly and
time-consuming. In addition, peers will use their own knowledge and expertise
to formulate judgement leading to more conservative views not receptive to novelty. On the other hand, data intelligence, which has been utilized in various
disciplines like marketing, business, security, etc. [9], can overcome personalized criteria and provide evidence based valuable insights to assist in strategy
planning. Figure 1 demonstrates a workﬂow describing the general process for
deriving actionable data intelligence from available bibliographic data.

Fig. 1. Workﬂow from available bibliographic data to actionable data intelligence.

In the present work, we focus on the question: Is scientific progress quantifiable and predictable? To riddle this question, we provide an overview of existing
approaches and a taxonomy of them based on their common qualities. Additionally, we identify the remaining open research issues and challenges in this area
as well as the dangers that arise from the quantiﬁcation of scientiﬁc evolution.
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Taxonomy of Approaches

There exist multiple approaches to quantify the evolution of scientiﬁc impact;
they can be categorized with regards to the scientific entity concerned, their
modeling approach and their target metric (see Tables 1 and 2 in the next).
Scientific entity: An initial category stems from the entity under evaluation:
publication, author, venue or institution. Most eﬀorts focus on publications,
because for the other three categories one needs to aggregate the respective
entire portfolio of publications (author, venue or institution), thus increasing
the calculation complexity. Also, complete information about a publication is
usually available at several online databases, whereas for the other entities there
is a high disambiguation amongst diﬀerent online entities to ensure that the
complete records are retrieved (e.g. names, abbreviations, etc.).
Target variable: Another approach is related to the target variable: e.g. the
citation count taken as a proxy for impact or a bibliometric index, such as the
h-index. Due to the exponential distribution of these quantities and the debate
regarding their crude limiting nature, a set of works has deﬁned the prediction
problem in an alternative way to mitigate the skewness of the predicted output.
For instance, in [6] the yearly rise in citation is estimated, in [11] the predictive
question is whether a publication will contribute to the rise of the ﬁrst author’s hindex, whereas Garner et al. foresee how quickly the ﬁrst citation of a publication
will occur [12]. To avoid the heavy tailed distribution of target variables, which
often inhibits the eﬀectiveness of the model, the relative rank of a scientiﬁc
entity in a network can be predicted instead. In [21] the rank of a publication
is compared to all other publications in the same discipline, while in [5] it is
compared against the journal publications of the same year. Approaches inspired
by network analytics include [30,37], where variations of a future PageRank value
are the calculated target. As shown in Table 1, the target of the prediction may
also entail an award [33] or a speciﬁed position in a scholar’s career [36], while
in [29] the question at hand is identifying Nobel prize winners.
Modeling approach: Several approaches have been proposed to calculate the
evolution of the scientiﬁc impact over time.
– Classification based models, where a set of predeﬁned categories have been
constructed to characterize the current state of a bibliometric quality and
measure the changes to occur after a time period. Then, by assigning a new
entity into one of the existing categories, its future state is approximated by
that of the entire category. Even though this approach manages the diversity
of scientiﬁc patterns and distinguishes amongst them eﬀectively, placing an
entity in a particular cohort only establishes how its current behavior resembles its peers; limited predictability is oﬀered for its future state, which may
signiﬁcantly deviate from the group (e.g. sleeping beauties).
– Regression based approaches have been introduced with the seminal work
by Acuna [1] and others [20,36]. This methodology has been criticized since
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Table 1. Classiﬁcation of approaches for estimating future impact
Categorization attribute Examples of each category
Scientific entity

Target variable

Related work

Publication

[3, 5–8, 10–12, 16, 21, 25, 37, 40]

Author

[1, 17, 20, 23, 28, 29, 31, 34, 36, 37, 41]

Venue

[6]

Institution

[36]

h-index

[1, 31]

Citation count

[7, 12, 16, 20, 23, 28, 40]

Increase in h-index/citations [11]

Model

Shift in impact group

[6, 34]

Relative ranking

[3, 5, 8, 17, 21, 31, 34]

Rank position in a network

[21, 25, 37, 41]

Award or promotion

[29, 33, 36]

Classification

[5, 6, 8, 11, 23]

Regression

[1, 3, 12, 16, 17, 20, 21, 36]

Statistical modeling

[29, 34]

Time series

[28]

Citation networks

[25, 37, 41]

Combination of the above

[7, 10, 40]

its predictability depends on the aggregation of career data across multiple age cohorts, leading to unfair models towards young researchers or “late
bloomers” [24]. Therefore, recent endeavors combine entities to subsequently
calculate regression coeﬃcients individually for each group [7].
– Statistical modeling, inspired by social networks evolution and Web modeling,
attempts to ﬁt bibliometric quantities to existing distributions, thus approximating the mechanism they will continue to evolve over time. Logarithmic
and exponential distributions have been ﬁtted to the evolution of productivity and impact over a scholar’s career, whereas parameter thresholds have
been utilized to predict impact shifts [29,40]. In [34] Sinatra et al. produced
the random impact model, according to which the highest impact publication
may occur randomly at any point of a career and future popularity can be calculated based on a multiplicative process of the impact exponent. Although
interpretable, statistical modeling approaches require an abundance of past
data to calculate the model parameters, thus discouraging the quantiﬁcation of future evolution for young researchers or publications. In general they
oversimplify when characterizing the complex process of citation dynamics
using a distribution model alone even with a plethora of parameters. Thus,
the challenge becomes prominent at the author level, where the interactions
amongst diﬀerent models produce the ﬁnal output.
– Time series prediction constitutes another alternative, since citation acquisition is a temporal process. By viewing scientiﬁc entities as spatio-temporal
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objects [23,28] one can approximate its future trajectory based on an abundance of data from various past time slots.
– Network approaches, where one can consider a citation network, where each
link represents a vote of conﬁdence between researchers or publications, and
therefore determining the future state of such a network constitutes a link
prediction problem [30,41].
– Combining two or more of the previous methodologies has proven to yield
increased performance, like [10], where a time series classiﬁcation of publications occurs or [5] where classiﬁcation of publications is combined with
threshold based distribution modeling.
To estimate future evolution, of pivotal importance are the selected features
that shape scientiﬁc impact. Redundant or irrelevant factors can cause overﬁtting or add unnecessary complexity to the produced model, while on the other
hand failing to account for crucial factors the eﬀectiveness, accuracy and usability of the prediction are threatened. These factors are grouped into six categories:
author centric, publication centric, content related, venue-centric, socially derived
and temporal ones. The outreach of any scientiﬁc contribution is determined in
part by who is working to make it, his/her scientiﬁc track record, how s/he is
trained as scientists and how long s/he is engaged with research. Other features
that inﬂuence his/her output include the gender, the country of origin and the
faculty position. Furthermore, with an increasing productivity, one increases the
chances for scientiﬁc recognition. The same eﬀect is achieved with interdisciplinary research that merges diﬀerent domains together [38].
A number of features can determine the future of a publication, ranging from
its topic allocation to the number of used keywords or the time of appearance.
A high quality work may end up under-appreciated if it gets published in a year
that ground-breaking achievements are happening in the same ﬁeld or analogously if a ﬁeld has started losing its overall popularity. Based on the “standing
on the shoulders of giants” motto, it is expected that high quality works cite
other high quality works, thus making the number of cited references a relevant
predictor. Also, a high number of co-authors often results in a wider dissemination increasing its probability to be cited. A rising interest has focused recently
in mining the actual content of a publication: e.g. the terms used, the position of
references, the ordering of author names as well as the originality and diversity
of the subject in an eﬀort to provide more detailed and speciﬁc predictions.
In today’s prestige-based interconnected world the social characteristics surrounding a publication and its authors are also highly deﬁning factors of future
impact, with the authority and networking power of the author being the most
popular social features utilized in predictive modeling. It is understood that a
well-connected scholar, with a large collaboration network, who also refers to
other seminal works or is part of a highly respected institution will be able to
better publicize his/her work. The same holds for the venue where a publication
is released, with top rated venues attracting usually high quality publications
and also providing a broader audience for the released work. However, a large
variety of publishing patterns occur in research, as mentioned previously, raising
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Table 2. Categories of features to characterize scientiﬁc impact and its evolution.
Feature origin

Features

Author-centric

Popularity and productivity
Academic age and gender
Aﬃliation and academic position
Rank based on bibliometric indices
Disciplines/domains

Publication-centric Popularity and age
Number of references and keywords
Topic allocation and number of authors
Relative ranking in portfolio or ﬁeld
Content-related

Popularity of topic and novelty
Positioning of references and author ordering
Diversity of topic and MeSH terms
Abstract content

Venue-centric

Journal Impact Factor (JIF)
Popularity of publishing house
Ranking in international lists (JCR, Scimago, etc.)
Number of issues/volumes
Open access

Social

Collaboration network
Citation network
Co-citation/bibliographic coupling

Temporal

Diﬀerences from past state
Normalization over time frame
Rate of activity within a time frame

the need for temporal evaluation of scientiﬁc output. To identify rising stars and
upcoming trends, there needs to be an accurate prediction based on the timing of
the discovery and not only its calculated magnitude. Also, considering the rate
at which the status of a scholar or publication rises can provide more insight
into the future output, than his/her static current state. The categorization of
these features and examples of each category of factors are presented in Table 2.

3

Challenges

With the rising abundance and complexity in bibliographic data the science
of science is focusing on measurable quantities regarding scientiﬁc output: for
instance citations to past work, timing of scientiﬁc discoveries and events in
career trajectories such as promotions, awards, reaching top percentile of impact
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amongst a group and many others. Using computational tools one can identify
quantitative patterns in these events that present a straightforward metric to
predict, but also raise controversy regarding fair and meaningful predictions.
Many of these quantities, like the number of citations or the h-index, are heavily
subject to preferential attachment, meaning that the majority of the scientiﬁc
community achieves low scores in these metrics, with a selected few attracting
signiﬁcant attention. Due to the Matthew eﬀect in citation counting [22] a number of scientists have altered the deﬁnition of the prediction problem at hand,
aiming for example to predict whether a publication will contribute to a scholar’s
rise in h-index values [11] or his/her relative ranking amongst a group of peers
[21,37], instead of addressing the future citation count prediction per se. Scientists also argue that the inert property of citations and citation based metrics to
be always accumulating creates false self-fulﬁlling predictive models [31]. Consequently, adjusted metrics have been utilized, like the number of citations each
publication receives every year which tends to be a decreasing quality [30].
Another challenge is the prediction of the timing in which a shift in the
citation pattern will occur (e.g. a scientiﬁc discovery, a seminal publication,
etc.) as opposed to predicting the magnitude of one’s impact. Studies have concluded that the timing of scientiﬁc output is rather random compared to the
more predictable impact of this output [34]. Given that extraordinary temporal patterns appear, like “sleeping beauties” [27] indicating publications that
receive recognition after a long period of time or “premature discoveries” [18],
the provocative issue of the ageing of scientiﬁc output rises: Does an abrupt
boost in citations mean recognition and how long before scientiﬁc work becomes
obsolete? In [15,27] threshold based and parameter free methods are proposed
respectively to diﬀerentiate diﬀerent ageing patterns for publications, while in [8]
six categories of publication trajectories are identiﬁed with individual predictive
models trained for each one of them and achieving diﬀerent levels of prediction
performance [7].
Studies [14,17,34] also suggest that the early years in a scientist’s career provide the appropriate circumstances for one’s seminal publication. However, this
pattern could be highly related to the tendency of younger researchers to be more
productive compared to more mature ones. While most of the proposed models
address future impact of existing work, the problem of predicting future impact
of future works that have not yet been published, is a real controversy [20]. Similarly to the link prediction problems in complex networks [19], predicting a link
to an existing node is a challenging but addressable issue, while predicting the
introduction of a new node and its connections is progressively harder [16,25].
In the same direction, predicting highly cited scholars or publications is often a
diﬀerent problem from identifying the truly innovative ones that will break new
ground in a ﬁeld or will shape a new research domain. It has been pointed out
that publications that conform to the mainstream within a ﬁeld get cited more
often than novel original works [16].
In general, many diﬀerent publishing patterns are present across various disciplines, countries and academic levels, thus a predictive model that would be
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fair towards all groups of scientists is hard to create [24]. A set of works has
undertaken the creation of diﬀerent models for individual groups, e.g. publications of a speciﬁc journal [5], scholars of a given domain, academic age or position
[17,36] to limit the variety of social processes that can lead to increased scientiﬁc
output. These publishing patterns do not remain steady over time and a model
created on a speciﬁc dataset in a limited time frame may contain signiﬁcant bias.
The identiﬁcation of such patterns becomes increasingly diﬃcult given the
interaction of the complex networks formulated in the scientiﬁc life, collaboration amongst scholars, aﬃliation of scholars, topics of a publication, citation
links between publications and authors to name a few. These networks are interconnected and their evolution is co-dependent, aﬀecting the evolution of science
in non-obvious ways [26]. An additional challenge arises when considering long
term vs. short term impact, with [3,23] explaining that diﬀerent factors inﬂuence
early predictions, whereas long term success is more complicated. However, it
has been argued that short term impact is more important since it may inﬂuence
the whole career trajectory of a scholar or the fate of a new publication [3].

4

Discussion and Future Research Directions

Despite the wide range of proposed approaches to quantify the future of science,
a uniﬁed framework for all levels and patterns of scholarly impact is still missing.
Instead of focusing on a single metric, the various aspects of scientiﬁc output
need to be taken into account to produce an overall fair framework accounting
for young scientists, for truly novel out of the ordinary research ideas and underrepresented ﬁelds. Additionally, such a predictive framework needs to mitigate
the drawbacks of the aforementioned approaches by combining them eﬀectively
and creating a resulting model that is robust to manipulation, meaning it should
not encourage greed and strategic networking over the advancement of science.
There is a rising belief in the scientometric community that more timely and
accurate predictions can occur from incorporating context-speciﬁc data, such
as the length and content of papers, the terms used and their relationship to
the topic. Also, integration with online presence and social media dissemination
(posts, number of downloads, number of views, etc.) has given birth to the rising
ﬁeld of Altmetrics, which measures scientiﬁc outreach in today’s digital era more
eﬀectively compared to accumulated citations. Most importantly, the data bias
introduced by each online database, with its diﬀerent properties and coverage
range, signiﬁcantly hinders the comparisons amongst introduced approaches.
The need for a detailed diverse ground truth dataset that is widely accepted by
the scientiﬁc community is imminent.
Finally, the performance of predictive frameworks relies heavily on what constitutes proven high impact, an award, a high h-index or a tenure position? A
set of selected criteria accepted by the computing community and peer review
that eﬃciently evaluate recognition needs to be utilized as a target variable for
proposed frameworks. Given that a great deal of controversy has surrounded
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both bibliographic data and impact metrics during the past decades, the challenge to create a common basis for evaluation of predictive eﬀorts in the science
of science remains open.
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